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Part I

2025_1

Assignment 1 (8p)

Consider a binary classification problem, with the label space Y = {−1,+1}, and input space
X = Rn, consisting of n-dimensional real-valued vectors. The goal is to learn a classifier h : X →
Y that minimizes the probability of misclassification. Let R1,R2, . . . ,RM be a partitioning of
the input space, i.e.

M⋃
r=1

Rr = X and Rr ∩Rs = ∅ for r ̸= s,

where each region Rr corresponds to a leaf of a (fixed) binary decision tree. Define the hypotheses
class

H =

{
h : X → Y | h(x) =

M∑
r=1

cr[x ∈ Rr], c ∈ {−1,+1}M
}
.

Thus, each hypothesis h ∈ H is fully specified by a parameter vector c = (c1, . . . , cM ) ∈
{−1,+1}M , which assigns a class label to each leaf of the tree. The indicator function [x ∈ Rr]
equals 1 if x falls into region Rr, and 0, otherwise. You are given training examples Tm =
((xi, yi) ∈ X × Y | i = 1, . . . ,m) consisting of m i.i.d. samples drawn from an unknown joint
distribution with density p(x, y). Assume the partitioning R1,R2, . . . ,RM , has been constructed
independently of the training examples Tm (e.g., randomly or using a different dataset). The
training examples Tm are used solely to assign class labels to the leaves, i.e. to learn the param-
eter vector c.

a) Describe an algorithm based on the Empirical Risk Minimization principle that uses the
training examples Tm to learn a classifier hm from the hypothesis space H. Derive an
explicit formula for computing the parameter vector c from the training examples Tm.

b) Is the algorithm from a) a successful PAC learning algorithm? Justify your answer.

c) Assume that the class-conditional distributions p(x | y = +1) and p(x | y = −1) are
multivariate normal distributions. In this case, is the approximation error of the algorithm
equal to zero? Justify your answer.

d) How many training examples m are required to have a guarantee that the algorithm learns
a classifier hm whose estimation error is at most ε ∈ (0, 1) with probability at least 1− δ ∈
(0, 1)? Compute the number of the training examples for ε = 0.05, δ = 0.1 and M = 128.

Assignment 2 (5p)

Consider a dataset Tm = (xi ∈ {0, 1} | i = 1, . . . ,m), consisting of m statistically independent
binary measurements drawn from Bernoulli distribution:

pβ(x) = βx(1− β)1−x,

where β ∈ [0, 1] represents the probability of observing 1.

a) Using the dataset Tm, derive the maximum likelihood estimator (MLE) for β.

b) Determine whether the MLE for β is biased or unbiased. Provide a mathematical proof to
support your conclusion.
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Assignment 3 (4p)

Consider the quantile (pinball) loss for regression:

ℓτ (y, h(x)) =

{
τ(y − h(x)), if y ≥ h(x),

(τ − 1)(y − h(x)), if y < h(x),

where y ∈ R is the target value, h(x) is the output of the regressor, and τ ∈ (0, 1) is a parameter
(a fixed quantile level).

Give the pseudo-code for the corresponding Gradient Boosting Machine (GBM) using this
loss. Given a training set T m = {(xi, yi) | i = 1, 2, . . . ,m}, the GBM trains an ensemble of K
weak learners of an arbitrary type. Do not forget to include the expression of the gradient (or
subgradient) used to compute the pseudo-residuals.

Assignment 4 (5p)

Let s = (s1, . . . , sn) denote sequences of length n over the finite alphabet A = {a, b, c, . . . , z}.
Let p(s) be a Markov chain model on them with probability given by

p(s) = p(s1)
n∏

i=2

p(si | si−1).

We want to find the most probable sequence s among all sequences which have the letter “q”
in position k. Assume that 1 < k < n. Give an algorithm for solving this task. What is its
run-time complexity?

Assignment 5 (4p)

Consider the Median Pooling layer, which reduces the dimensionality of a two-dimensional input.
The forward message of median pooling is

fkl(x) = median
(i,j)∈Ω(k,l)

xij , (1)

where (i, j) denotes the coordinates of the input, (k, l) denotes the coordinates of the output,
and Ω(k, l) is the set of input coordinates covered by the receptive field of the output (k, l) as
shown in Figure 1.

Derive the backward message ∂fkl
∂xij

of the layer.
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Part II

2024_1

Assignment 1 (6p)

We are given a prediction strategy h : X → Y = {1, . . . , Y } that assigns each observation
x ∈ X into one of Y classes. The goal is to estimate the probability of misclassification, defined
as R(h) = E(x,y)∼p(ℓ(y, h(x))), where ℓ(y, y′) = [y ̸= y′] is the 0/1-loss function. To achieve
this, we use a test set Sl = ((xi, yi) ∈ (X × Y) | i = 1, . . . , l) which consists of l independent
and identically distributed (i.i.d.) samples drawn from the underlying distribution p(x, y). The
test error is computed as RSl(h) = 1

l

∑l
i=1 ℓ(y

i, h(xi)). We use this test error to construct a
confidence interval for R(h), such that:

R(h) ∈ (RSl(h)− ε,RSl(h) + ε),

with a confidence level 1 − δ ∈ (0, 1). Use the Hoeffding’s inequality to solve the following
assignments:

a) Given a test set of size l = 20, 000 and a maximum error level δ = 0.05, compute the
half-width ε of the confidence interval.

b) Suppose the desired half-width of the confidence interval is ε = 0.01 and the error level
is δ = 0.1. Determine the minimum number of test samples l required to achieve these
specifications.

c) With a test set size of l = 1000 and a confidence interval half-width ε = 0.05, calculate the
corresponding error level δ.

Assignment 2 (6p)

Consider a dataset T m = (xi ∈ {0, 1} | i = 1, . . . ,m), consisting of m statistically independent
binary measurements drawn from Bernoulli distribution:

pβ(x) = βx(1− β)1−x,

where β ∈ [0, 1] represents the probability of observing 1.

a) Show that the Bernoulli distribution belongs to the exponential family by rewriting pβ(x)
in the canonical exponential family form:

pθ(x) = h(x) exp(θϕ(x)−A(θ))

where θ ∈ R is the natural parameter, ϕ(x) ∈ R is the sufficient statistics, h(x) ∈ R is the
base function, and A(θ) ∈ R is the cumulant function. Provide expressions for h(x), ϕ(x),
θ and A(θ).

b) Using the dataset T m, derive the maximum likelihood estimator (MLE) for β.

Assignment 3 (6p)

A gambler uses two coins to play a game of chance. The first coin is fair, with equal probabilities
of tossing heads or tails (12). The second coin is biased (fake), with the probability of tossing
heads given by α ̸= 1

2 . For each toss, the gambler randomly selects which coin to use:
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• The fair coin is chosen with probability β ∈ (0, 1).

• The fake coin is chosen with probability 1− β.

Let T = (x1, x2, . . . , xm) ∈ {H,T}m represent the observed sequence of m coin tosses. Each
outcome in the sequence is generated independently and identically (i.i.d.) according to the
following mixture model:

p(x) =

{
1
2β + α(1− β) if x = H,
1
2β + (1− α)(1− β) if x = T.

Your task is to describe the Expectation-Maximization (EM) algorithm to estimate the param-
eters α and β of the mixture model based on the observed sequence T . Specifically, derive the
formulas needed to implement E-step and M-step.

Assignment 4 (4p)

Consider a Hidden Markov Model (HMM) with two hidden states st ∈ {A,B} and observed
states xi ∈ {0, 1}. The transition probabilities between hidden states are given by the matrix:

p(st | st−1) =

[
β 1− β

1− β β

]
,

the initial distribution p(s1) is uniform and the emission probabilities are:

p(xi | st) =


γ if xi = 1 and st = A,

1− γ if xi = 0 and st = A,

δ if xi = 1 and st = B,

1− δ if xi = 0 and st = B.

a) For a sequence of observations x = (x1, x2, . . . , xn), derive the expression for the joint
probability p(x, s), where s = (s1, s2, . . . , sn) is a corresponding sequence of hidden states.
Simplify if possible.

b) Assume n = 3 and the observation sequence is x = (1, 0, 1). Compute the probability of the
hidden state sequence s = (A,B,A) under the given HMM. Simplify the result if possible.

Assignment 5 (4p)

Consider the exponential loss:
ℓ(y, h(x)) = e−(y·h(x)),

where y is the target and h(x) the output of the regressor for input x. Give the pseudo-code
for the corresponding Gradient Boosting Machine (GBM) using this loss. Given a training set
T m = {(xi, yi) | i = 1, 2, . . . ,m}, the GBM trains an ensemble of K weak learners (basis
functions) of an arbitrary type. Do not forget to include the gradient.

5



Part III

2024_2

Assignment 1 (6p)

You aim to train a Convolutional Neural Network (CNN) classifier, h : X → Y, to predict a
digit y ∈ Y = {0, 1, . . . , 9} from an image x ∈ X . The goal is to minimize the probability
of misclassification R(h) = E(x,y)∼p([y ̸= h(x)]). The CNN is trained using the Stochastic
Gradient Descent (SGD) algorithm for 100 epochs. After each epoch, the model’s weights are
saved, resulting in a set of 100 CNN classifiers: H = {hi : X → Y | i = 1, . . . , 100}. Let hH ∈
argminh∈HR(h) denote the best CNN in H. However, since R(h) is unknown, we cannot directly
find hH. Instead, we approximate hH using ĥ, which minimizes the validation error RVm(h):
ĥ ∈ argminh∈HRVm(h), where the validation error is defined as: RVm(h) = 1

m

∑m
i=1[y

i ̸= h(xi)].
The validation set Vm = ((xi, yi) ∈ (X × Y) | i = 1, . . . ,m) consists of m i.i.d. samples drawn
from p(x, y). The validation set Vm is not used during training. Since no additional test data is
available, we estimate the probability of misclassification R(ĥ) using the validation error RVm(ĥ).

a) Does the procedure used to select the CNN model ĥ constitute an application of the
Empirical Risk Minimization (ERM) principle? Justify your answer.

b) What is the minimum size of the validation set Vm required to ensure, with a 95% confi-
dence, that the probability of misclassification R(ĥ) of the selected CNN classifier ĥ exceeds
the probability of misclassification R(hH) of the best CNN hH by 1% at most?

c) Assume the validation set contains m = 20, 000 examples. Compute the smallest ε such
that, with 95% confidence, the validation error RVm(ĥ) deviates from the actual probability
of misclassification R(ĥ) by ε at most.

Assignment 2 (6p)

The probability density function of a radially symmetric exponential distribution for random
vectors x ∈ R2 is given by

p(x) =
1

2π
e−∥x−µ∥,

where µ ∈ R2 is a location parameter, and ∥ · ∥ represents the standard Euclidean norm.

a) Given an i.i.d. training data T m = (xi ∈ R2 | i = 1, . . . ,m), we aim to estimate the
parameter µ by the maximum likelihood estimator. Derive the log-likelihood function for
the training data. Compute the gradient of the log-likelihood function with respect to µ.
Provide a geometric interpretation of the optimal µ.

b) Consider an object that can exist in two states k = 1, 2 and has features x ∈ R2. The
prior probabilities for the states are equal, and the conditional distributions p(x | k) are
radially symmetric exponential distributions with known parameters µ1 and µ2. Determine
the Bayes optimal predictor hB(x) of the object state k with respect to 0/1 loss. What is
the VC dimension of the hypothesis space consisting of all such predictors for any pair of
parameters (µ1, µ2)?
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Assignment 3 (6p)

Consider the following neural network:

h(x;W(1), w(2)) = tanh

 M∑
j=1

w
(2)
j relu

(
N∑
i=1

w
(1)
ij xi

) ,

in a regression task, where the true target is a real-valued scalar y ∈ {−1, 1}. Use backpropaga-
tion to get the gradient of the Mean Squared Error (MSE) with respect to all network parameters,
where the MSE is defined as: ℓ(y, h(x)) = 1

2(y−h(x))2. More specifically, give the ∂ℓ

∂w
(1)
ij

and ∂ℓ

∂w
(2)
j

partial derivatives. Simplify the resulting expressions if possible. Hint: σ(s) = tanh(s) = es−e−s

es+e−s ,
tanh′(s) = 1− tanh2(s), relu(s) = max(0, s).

Assignment 4 (4p)

We have the following training dataset of three samples where x1 and x2 are the continuous
input variables while y is the continuous target variable:

x1 x2 y

4 7 4
2 7 8
10 1 3

Perform a single step of the greedy regression tree construction algorithm. If it splits the input
space, give the split attribute (x1 or x2) as well as the split point. Use the sum of squared errors
as the impurity measure. Region responses are modelled by constants.

Assignment 5 (4p)

Consider the Median Pooling layer, which reduces the dimensionality of a two-dimensional input.
The forward message of median pooling is

fkl(x) = median
(i,j)∈Ω(k,l)

xij , (2)

where (i, j) denotes the coordinates of the input, (k, l) denotes the coordinates of the output,
and Ω(k, l) is the set of input coordinates covered by the receptive field of the output (k, l) as
shown in Figure 1.

Derive the backward message ∂fkl
∂xij

of the layer.
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Part IV

2024_3

Assignment 1 (5p)

Let X be a set of input observations, and let Y = An represent a set of sequences of length n
defined over a finite alphabet A. A prediction rule h : X → Y maps each input x ∈ X to a
sequence h(x) = (h1(x), . . . , hn(x)). The performance of h(x) is evaluated using the expected
Hamming distance R(h) = E(x,y1,...,yn)∼p(

∑n
i=1[hi(x) ̸= yi]), where p(x, y1, . . . , yn) is an unknown

probability distribution over X ×Y . Since p(x, y1, . . . , yn) is unknown, we estimate R(h) by the
test error:

RSl(h) =
1

l

l∑
j=1

n∑
i=1

[yji ̸= hi(x
j)]

where Sl = ((xj , yj1, . . . , y
j
n) ∈ (X ×Y) | j = 1, . . . , l) is a set of l i.i.d. test examples drawn from

p(x, y1, . . . , yn).

a) For a sequence length of n = 10 and l = 250 test examples, use the Hoeffding’s inequality
to estimate the probability that the test error RSl(h) deviates from R(h) by more than 1.

b) Determine the minimal number of test examples l required to ensure that R(h) falls within
the interval

(RSl(h)− ε,RSl(h) + ε)

with a confidence of at least 1− δ. Express l as a function of ε, n, and δ.

Assignment 2 (6p)

Suppose we have a joint distribution over observations and labels where the observation is an n-
dimensional vector x ∈ X = Rn and the corresponding (hidden) class label is y ∈ Y = {+1,−1}.
These pairs (x, y) are generated from probability distribution p(x, y) = p(x | y)p(y), where p(y)
is the prior probability of the label and p(x | y) is the multivariate Gaussian model:

p(x | y) = 1

(2π)
n
2 det(Cy)

1
2

e−
1
2
(x−µy)TC−1

y (x−µy) (3)

where for each label y ∈ {+1,−1}, µy ∈ Rn is the mean vector and Cy ∈ Rn×n is the covariance
matrix. In our learning scenario, the parameters of the model (the means, covariances, and prior
probabilities) are unknown. Our goal is to learn a decision rule h : X → Y that minimizes
misclassification probability. To achieve this, we use a learning algorithm A : ∪∞

m=1(X ×Y)m →
H, which, given training samples T m = ((xi, yi) ∈ X × Y | i = 1, . . . ,m) drawn from the
distribution p(x, y), returns a classifier h from the hypothesis class

H = {h(x) = sign(⟨w, ϕ(x)⟩+ b) | w ∈ Rd, b ∈ R}.

Here, the function ϕ : Rn → Rd extracts features from the input, and the hypothesis class H
comprises all linear classifiers acting on these features.

a) Assume that the class-conditional covariance matrices are identical, i.e., C+ = C−, and the
feature map is simply the identity, i.e., ϕ(x) = x. Determine the approximation error of
the hypothesis class H under these assumptions.
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b) Assume that the feature extraction function ϕ(x) maps into a d-dimensional space. What
is the VC-dimension of the hypothesis class H in this case?

c) Suppose that the learning algorithm A is designed to select a linear classifier from H
that minimizes the classification error on the given training set. Analyze whether such an
algorithm qualifies as a successful PAC learner. Explain your answers. Yes/no answer is
not sufficient.

Assignment 3 (5p)

The Poisson distribution for a random variable X with values x = 0, 1, 2 . . . is given by

p(x;λ) =
λxe−λ

x!
,

where λ > 0 is a parameter.

a) Show that it belongs to an exponential family. Give its base measure, sufficient statistic,
natural parameter (as a function of λ) and the cumulant function.

b) Given i.i.d. training samples T m = (xi ∈ N0 | i = 1, 2, . . . ,m), we want to estimate the
parameter λ. Derive the maximum likelihood estimator for this distribution family.

Assignment 4 (4p)

Define a neural module (layer) joining a linear layer and a softsign layer. Give the forward,
backward and parameter messages. Consider n inputs, K units of the linear layer and K units of
the softsign layer, processing the output of the corresponding unit of the preceding linear layer.
Each Softsign unit applies the non-linearity:

f(x) =
x

|x|+ 1

• The forward message is defined as a function of layer outputs w.r.t. its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to all
layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs w.r.t.
to all layer parameters.

Assignment 5 (6p)

A convolutional neural network has the following architecture:

1. CONV1: a convolutional layer having D = 10 two-dimensional F × F filters where F = 6;
stride S = 2 and padding P = 0. The D corresponds to the number of feature maps.

2. MP: a max-pooling layer with F = 2 and S = 2.

3. CONV2: a convolutional layer having D = 10 two-dimensional F × F filters where F = 3;
stride S = 1 and padding P = 1.

a) What is the output dimension of CONV2 for an RGB input image of size 100× 100× 3?

b) Give the total number and types of trainable parameters.

c) How would you change the parameters of the CONV1 layer so that the network processes
the spatial dimension (width and height) of the input from W ×H to W

2 × H
2 ?
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Part V

2023_1

Assignment 1 (6p)

Assume a two-class classification problem, Y = {−1,+1}, with a finite input space X =
{1, . . . , X} containing X elements. The goal is to learn a classifier h : X → Y minimizing
the probability of misclassification. We are given m training examples T = ((xi, yi) ∈ X × Y |
i = 1, . . . ,m) drawn from i.i.d. random variables with an unknown distribution with p.d.f.
p(x, y).

a) Describe an algorithm based on the empirical risk minimization principle which uses the
training examples T to learn a classifier hm from a hypothesis space

H =

{
h : X → Y | h(x) =

∑
x′∈X

wx′ [x = x′],w ∈ {−1,+1}X
}
,

i.e., every h ∈ H is given by a vector of labels w ∈ {−1,+1}X assigned to the inputs X .
Note that [x = x′] equals 1 if x = x′ and it is 0 otherwise. Write an explicit formula to
compute the parameters w from the training examples T .

b) Is the algorithm from a) a successful PAC learning algorithm? Explain the answer.

c) What is the approximation error of the algorithm? Explain the answer.

d) How many training examples m are needed to have a guarantee that the algorithm learns
a classifier hm whose estimation error is not higher than ε ∈ (0, 1) with the probability
1−δ ∈ (0, 1) at most? Compute the number of the training examples for ε = 0.01, δ = 0.05
and X = 10.

Assignment 2 (6p)

Consider the following neural network:

h(x;W (1), w(2)) =
M∑
j=1

w
(2)
j tanh

(
N∑
i=1

w
(1)
ij xi

)
,

in a regression task. Use backpropagation to get the gradient of the mean squared loss (MSE)
with respect to all network parameters, where the MSE is defined as: ℓ(y, h(x)) = (y − h(x))2.
More specifically, give the ∂ℓ

∂w
(1)
ij

and ∂ℓ

∂w
(2)
j

partial derivatives. Simplify the resulting expressions

if possible.
Hint: tanh(s) = es−e−s

es+e−s .

Assignment 3 (6p)

The Poisson distribution for a discrete random variable X taking non-negative integer values
0, 1, 2 . . . is given by

pλ(x) =
λxe−λ

x!
,

where λ > 0 is a parameter. Its mean and variance are both equal to λ.
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a) Derive the maximum likelihood estimate for λ from an i.i.d. training set T m = {xj ∈ N0 |
j = 1, 2, . . . ,m}.

b) Show that the Fisher information of the Poisson distribution is 1
λ .

Hint: You may use the knowledge about the distribution mean and variance given above.

c) Assume you know that λ < 1 holds for the true parameter value. What size of the training
set T m ensures that the ML estimate differs asymptotically from the true one by no more
than ϵ = 0.1 with probability > 99% over the training set?

Assignment 4 (4p)

Consider a Markov chain model for sequences s = (s1, . . . , sn) with two states si ∈ {a, b}. Its
transition probability matrix is given by

p(si | si−1) = α[si = si−1] + (1− α)[si ̸= si−1],

a) What are the most probable sequences generated by this model if α > 0.5? And for
α < 0.5?

b) Sequences generated by this model consist of alternating blocks of a-s and b-s with random
length. Consider all sequences consisting of k such blocks and denote the corresponding
set by Sk ⊂ {a, b}n. Compute the probability p(Sk) to observe a sequence from Sk.

Assignment 5 (4p)

Consider the log-cosh loss:
ℓ(y, h(x)) = log(cosh(h(x)− y)),

where y is the target and h(x) the output of the regressor for input x. The cosh function is
defined as cosh(x) = ex+e−x

2 . Give the pseudo-code for the corresponding Gradient Boosting
Machine using this loss. Given a training set T m = {(xi, yi) | i = 1, 2, . . . ,m}, the GBM trains
an ensemble of K weak learners (basis functions) of an arbitrary type. Do not forget to include
the gradient.
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Part VI

2022_1

Assignment 1 (6p)

Assume we are training a Convolution Neural Network (CNN) classifier h : X → Y to predict a
digit y ∈ Y = {0, 1, . . . , 9} from an image x ∈ X . We train the CNN by the Stochastic Gradient
Descent (SGD) algorithm using 100 epochs. After each epoch we save the current weights so
that at the end of training we have a set H = {hi : X → Y | i = 1, . . . , 100} containing 100
different CNN classifiers. The goal is to select the best CNN out of H with small classification
error

R(h) = E(x,y)∼p([y ̸= h(x)])

where the expectation is w.r.t. an unknown distribution p(x, y) generating the data. Ideally,
we would like to find the best hypothesis hH ∈ argminh∈HR(h). We select the model ĥ ∈
argminh∈HRVm(h) by minimizing the validation error

RVm(h) =
1

m

m∑
i=1

[yi ̸= h(xi)]

computed on the validation set Vm = {(xi, yi) ∈ (X × Y) | i = 1, . . . ,m} i.i.d. drawn from
p(x, y). We evaluate the performance of the selected model ĥ by the test error

RSn(ĥ) =
1

n

n∑
i=1

[yi ̸= ĥ(xi)]

computed on the test set Sn = {(xi, yi) ∈ (X × Y) | i = 1, . . . , n} i.i.d. drawn from p(x, y).

a) What is the minimal size m of the validation set Vm to have a guarantee that

R(ĥ) ≤ R(hH) + 0.05

holds with probability 95% at least?

b) Assume that the test set has n = 20, 000 examples. Compute the minimal ϵ such that

R(ĥ) ∈ (RSn(ĥ)− ϵ, RSn(ĥ) + ϵ)

holds with probability 95% at least.

Assignment 2 (4p)

Given a training set of examples T m = {(xi, yi) ∈ (X × {+1,−1}) | i = 1, . . . ,m}, the SVM
algorithm with margin-rescaling loss finds parameters of a linear classifier h(x) = sign(⟨w, x⟩+b)
by solving an unconstrained problem

(w∗, b∗) ∈ arg min
(w,b)∈Rd×R

F (w, b)

where F : Rd × R → R is a convex function of the parameters.

a) Define the objective function F (w, b) and describe all its components.

b) How is the objective function F (w, b) related to the number of training errors?
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Assignment 3 (4p)

The Poisson distribution for a random variable X with values x = 0, 1, 2 . . . is given by

p(x;λ) =
λxe−λ

x!

where λ > 0 is a parameter.

a) Show that it is an exponential family. Give its base measure, sufficient statistic, natural
parameter (as a function of λ) and the cumulant function.

b) Given an i.i.d. training set T m = {xi ∈ N0 | i = 1, 2, . . . ,m}, we want to estimate the
parameter λ. Derive the maximum likelihood estimator for this distribution family.

Assignment 4 (5p)

In a factory there are two machines that look identical, machine A and machine B. One machine
works fine, and produces signals which are Gaussian distributed with mean µ and variance σ2

0.
The other machine is broken, and produces signals which are Gaussian distributed with mean µ
and variance σ2

1 > σ2
0.

A worker is sent to determine whether machine A is broken and machine B is fine, or,
conversely, machine A is fine and machine B is broken. The worker takes nA measurements
from the machine A, and nB from the machine B. The dataset from the machine A is XA =
{xA1 , xA2 , . . . , xAnA

} and the dataset from the machine B is XB = {xB1 , xB2 , . . . , xBnB
}. All measure-

ments are statistically independent. We know that one machine is fine and the other is broken.
The parameters µ, σ0 and σ1 are known.

a) Propose a classifier that uses the datasets XA and XB to determine which machine is
broken, assuming 0/1 loss.

b) Show that the mean square deviations VA = 1
nA

∑
i(x

A
i − µ)2 and VB = 1

nB

∑
j(x

B
j − µ)2

are the only statistics needed for the decision.

Assignment 5 (4p)

Consider the Max Pooling layer which reduces the dimensionality of a two dimensional input.
The forward message of max pooling is

fkl(x) = max
(i,j)∈Ω(k,l)

xij (4)

where (i, j) denotes the coordinates of the input, (k, l) denotes the coordinates of the output and
Ω(k, l) is the set of input coordinates covered by the receptive field of the output (k, l) as shown
in Figure 1.
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Derive the backward message ∂fkl
∂xij

of the layer.

Assignment 6 (3p)

Consider the squared log-cosh loss:

ℓ(y, h(x)) = log(cosh(h(x)− y)),

where y is the target and h(x) the output of the regressor for input x. The cosh function is
defined as cosh(x) = ex+e−x

2 . Give the pseudo code for the corresponding Gradient Boosting
Machine using this loss (including the gradient).
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Part VII

2022_2

Assignment 1 (6p)

Let X be a set of images. Let s : X × X → R be a function which measures a dissimilarity
between a pair of images and is defined as

s(x, x′) = (ϕ(x)− ϕ(x′))TW (ϕ(x)− ϕ(x′)),

where ϕ : X → Rn is a function extracting features from image x ∈ X and W ∈ Rn×n is a square
matrix. Consider a classifier h : X × X → {−1,+1} assigning a pair of images (x, x′) ∈ X × X
into the positive class if their dissimilarity s(x, x′) is not higher than a threshold b ∈ R and to
the negative class otherwise, i.e.

h(x, x′;W, b) = sign(b− s(x, x′)), (5)

where W ∈ Rn×n and b ∈ R are parameters of the classifier.

a) Show that (1) is an instance of a linear classifier.

b) Let T m = {(xjA, x
j
B, y

j) ∈ (X × X × {+1,−1}) | j = 1, . . . ,m} be a set of training
examples composed of a pair of images (xA, xB) and their label y. Describe a variant of
the Perceptron algorithm which finds the parameters W ∈ Rn×n and b ∈ R such that the
classifier (1) predicts all examples from T m correctly provided such parameters exist.

c) Let H = {h(x, x′;W, b) = sign(b − s(x, x′)) | W ∈ Rn×n, b ∈ R} be a hypothesis space
containing all classifiers (1). What is the Vapnik-Chervonenkis dimension of H?

d) Does the uniform law of large numbers apply for the hypothesis space H defined in the
assignment c)?

Assignment 2 (5p)

Consider the following two probability density distributions. The first distribution is a Rayleigh
distribution with unit mean:

f(x) =
πx

2
exp

(
−x2π

4

)
where x ∈ [0,+∞), E[x] = 1, and E[x2] = 4

π . The second distribution is a log-normal distribution:

g(x) =
1

xσ
√
2π

exp

(
−(log(x))2

2σ2

)
where x ∈ (0,+∞).
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Figure 1: Enter Caption

Find its parameter value σ that minimizes the Kullback-Leibler divergence

DKL(f ||g) =
∫ +∞

0
f(x) log

(
f(x)

g(x)

)
dx.

a) First calculate log
(
f(x)
g(x)

)
.

b) Approximate log(x) with its first order Taylor approximation: log(x) ≈ x− 1.

c) Optimize σ according to DKL(f ||g).

Assignment 3 (5p)

Consider a hidden Markov model for sequences of features x = (x1, x2, . . . , xn) and sequences of
hidden states s = (s1, s2, . . . , sn), si ∈ K where K is a finite set. The probability is given by

p(x, s) = p(s1)
n∏

i=2

p(si | si−1)
n∏

i=1

p(xi | si).

Given a sequence of features x = (x1, x2, . . . , xn), we want to compute the average number of
occurrences of a specific symbol k∗ ∈ K in the sequence s = (s1, s2, . . . , sn), i.e.

Es∼p(s|x)

n∑
i=1

[si = k∗].

Give an algorithm for computing this expectation. What is its run-time complexity?

Assignment 4 (4p)

Define a neural module (layer) joining a linear layer and a softsign layer. Give the forward,
backward and parameter messages. Consider n inputs, K units of the linear layer and K units
of the softsign layer, each processing the output of the corresponding unit of the preceding linear
layer. Each Softsign unit applies the non-linearity:

f(x) =
x

|x|+ 1
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• The forward message is defined as a function of layer outputs w.r.t. to its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to all
layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs w.r.t.
to all layer parameters.

Assignment 5 (4p)

Consider a regression problem with multiple training datasets T m = {(xi, yi) | i = 1, . . . ,m} of
size m generated by using

y = f(x) + ϵ,

where the xi are drawn i.i.d. from some distribution p(x) and ϵ is noise with E(ϵ) = 0 and
Var(ϵ) = σ2. Derive the bias-variance decomposition for the regression model which averages
the targets in T m and approximates f(x) by this constant:

hm(x) =
1

m

m∑
i=1

yi.

Give the squared bias:

ET m [(hm(x)− f(x))2] = (ET m [hm(x)]− f(x))2 + VT m [hm(x)]

Specifically, calculate the squared bias (ET m [hm(x)] − f(x))2 and the variance VT m [hm(x)].
Simplify both results if possible.
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Part VIII

2021_2

Assignment 1 (5p)

Let X be a set of input observations and Y = An a set of sequences of length n defined over a finite
alphabet A. Let h : X → Y be a prediction rule that returns a sequence h(x) = (h1(x), . . . , hn(x))
for each x ∈ X . Assume that we want to measure the prediction accuracy by a loss function
l : Y × Y → R defined as

l((y1, . . . , yn), (y
′
1, . . . , y

′
n)) = min

{
5,

n∑
i=1

[yi ̸= y′i]

}
,

that is, we penalize the prediction by the Hamming distance but we pay penalty at most 5. The
performance of the prediction rule is measured by the expected risk R(h) = E(x,y1,...,yn)∼pl((y1, . . . , yn), h(x))
where p(x, y1, . . . , yn) is a p.d.f. defined over X × Y. As the distribution p(x, y1, . . . , yn) is un-
known, we estimate R(h) by the test error

RSl(h) =
1

l

l∑
j=1

l((yj1, . . . , y
j
n), h(x

j))

where S l = {(xi, yi1, . . . , yin) ∈ (X × Y) | i = 1, . . . , l} is a set of examples drawn from i.i.d.
random variables with distribution p(x, y1, . . . , yn).

a) Assume that the sequence length is n = 10 and that we compute the test error from
l = 50 examples. What is the minimal probability that R(h) will be in the interval
(RSl(h)− 1, RSl(h) + 1)?

b) What is the minimal number l of test examples which we need to collect in order to
guarantee that R(h) is in the interval (RSl(h) − ϵ, RSl(h) + ϵ) with probability at least
1− γ? Write l as a function of ϵ, n and γ.

Assignment 2 (3p)

Consider a random variable x ∈ R that follows a distribution p(x) with expectation Ex∼p(x)[x] =
µ0 and variance Vx∼p(x)[x] = σ2

0. We want to approximate p(x) by a Gaussian distribution

q(x;µ, σ) =
1

σ
√
2π

exp

(
−(x− µ)2

2σ2

)
.

Find the parameters µ, σ of the Gaussian distribution that provides the best approximation of
p(x) w.r.t. the Kullback-Leibler divergence

DKL(p(x)||q(x)) =
∫
R
p(x) log

p(x)

q(x)
dx.

Assignment 3 (5p)

Let s = (s1, . . . , sn) denote sequences of length n over the finite alphabet A = {a, b, c, . . . , z}.
Let p(s) be a Markov chain model on them with probability given by

p(s) = p(s1)
n∏

i=2

p(si | si−1).
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We want to find the most probable sequence s among all sequences which have the letter “q”
in position k. Assume that 1 < k < n. Give an algorithm for solving this task. What is its
run-time complexity?

Assignment 4 (5p)

Define a neural module (layer) joining a linear layer and an ELU (Exponential Linear Unit) layer.
Give the forward, backward and parameter messages. Consider n inputs, K units of the linear
layer and K units of the ELU layer each processing the output of the corresponding unit of the
preceding linear layer. Each ELU unit applies the non-linearity:

f(x) =

{
x, if x > 0

ex − 1, if x ≤ 0.

• The forward message is defined as a function of layer outputs w.r.t. to its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to all
layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs w.r.t.
to all layer parameters.

Assignment 5 (4p)

Consider a regression problem with multiple training datasets T m = {(xi, yi) | i = 1, . . . ,m} of
size m generated by using

y = f(x) + ϵ,

where ϵ is noise with E(ϵ) = 0 and Var(ϵ) = σ2. Derive the bias-variance decomposition for the
1-nearest-neighbour regression. The response of the 1-NN regressor is defined as:

hm(x) = yn(x) = f(xn(x)) + ϵ,

where n(x) gives the index of the nearest neighbour of x in T m. For simplicity assume that all
xi are the same for all training datasets T m in consideration, hence, the randomness arises from
the noise ϵ, only.

Give the squared bias:

Ex[(hm(x)− f(x))2] = Ex[(ET m [hm(x)]− f(x))2] + Vx,T m(hm(x)).

and variance Vx,T m(hm(x)).
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Part IX

2020_1

Assignment 1 (6p)

Let the observation x ∈ X = Rn and the hidden state y ∈ Y = {+1,−1} be generated from a
multivariate normal distribution

p(x, y) = p(y)
1

(2π)
n
2 det(Cy)

1
2

e−
1
2
(x−µy)TC−1

y (x−µy) (6)

where µy ∈ Rn, y ∈ Y, are mean vectors, Cy ∈ Rn×n, y ∈ Y are covariance matrices and p(y)
is a prior probability. Assume that the model parameters are unknown and we want to learn
a strategy h : X → Y which minimizes the probability of misclassification. To this end we
use a learning algorithm A : ∪∞

m=1(X × Y)m → H which based on samples generated from the
distribution (1) returns a strategy h from the class H = {h(x) = sign(⟨w, x⟩+b) | w ∈ Rn, b ∈ R}
containing all linear classifiers.

a) What is the approximation error in case that C+ = C−?

b) Is the approximation error going to increase or decrease if C+ ̸= C−?

c) Assume the algorithm finds a linear classifier which has the minimal classification error on
the training examples. Is the algorithm statistically consistent? Explain your answers.

Assignment 2 (6p)

Assume we are training a Convolutional Neural Network (CNN) based classifier h : X → Y
to predict a digit y ∈ Y = {0, 1, . . . , 9} from an image x ∈ X . We train the CNN by the
Stochastic Gradient Descent (SGD) algorithm using 100 epochs. After each epoch we save the
current weights so that at the end of training we have a set H = {hi : X → Y | i = 1, . . . , 100}
containing 100 CNN classifiers. The goal is to select the best CNN out of H that has the minimal
classification error

R(h) = E(x,y)∼p(|y − h(x)|),

where the expectation is w.r.t. an unknown distribution p(x, y) generating the data. Because
p(x, y) is unknown, we approximate R(h) by the empirical risk

RVm(h) =
1

m

m∑
i=1

|yi − h(xi)|

computed from a validation set Vm = {(xi, yi) ∈ (X ×Y) | i = 1, . . . ,m} containing m examples
i.i.d. drawn from p(x, y).

a) Define a method based on the Empirical Risk Minimization which uses Vm to select the
best CNN out of a finite hypothesis class H.

b) What is the minimal number of validation examples m we need to collect in order to have
a guarantee that R(h) is in the interval (RVm(h) − 0.01, RVm(h) + 0.01) for every h ∈ H
with probability at least 95%?
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Assignment 3 (6p)

Consider the following mixture model for sequences s = (s1, . . . , sn) of discrete states si ∈ K

p(s) = πp1(s) + (1− π)p2(s),

where p1/2 are homogeneous Markov models

p1/2(s) = p1/2(s1)
n∏

i=2

p1/2(si | si−1).

Neither the mixture coefficient nor the parameters of the two Markov models are known. You
are given an i.i.d. training set T m = {sj ∈ Kn | j = 1, . . . ,m} of sequences. Explain how to
learn all parameters of the mixture by an EM algorithm.

Recall that the parameters of a homogeneous Markov model are the probabilities for the first
state p(s1 = k) and the matrix of position independent transition probabilities p(si = k | si−1 =
k′).

Assignment 4 (5p)

Consider the Max Pooling layer which reduces the dimensionality of a two dimensional input.
The forward message of max pooling is

fkl(x) = max
(i,j)∈Ω(k,l)

xij (7)

where (i, j) denotes the coordinates of the input, (k, l) denotes the coordinates of the output and
Ω(k, l) is the set of input coordinates covered by the receptive field of the output (k, l) as shown
in Figure 1.

Figure 2: Max pooling layer with filter size F = 2 and stride S = 2.

Derive the backward message ∂fkl
∂xij

of the layer.

Assignment 5 (5p)

Consider the squared logarithmic loss:

l(y, h(x)) = (log(1 + y)− log(1 + h(x)))2

where y is the target and h(x) the output of the regressor for input x. Give the pseudo code
for the corresponding Gradient Boosting Machine using this loss (including the gradient) and
discuss differences to the squared loss GBM.
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Part X

2020_2

Assignment 1 (6p)

Let X be a set of input observations and Y = An a set of sequences of length n defined over a
finite alphabet A. Let h : X → Y be a prediction rule that for each x ∈ X returns a sequence
h(x) = (h1(x), . . . , hn(x)). Assume that we want to measure the prediction accuracy of h(x) by
the expected Hamming distance R(h) = E(x,y1,...,yn)∼p(

∑n
i=1[hi(x) ̸= yi]) where p(x, y1, . . . , yn)

is a p.d.f. defined over X ×Y. As the distribution p(x, y1, . . . , yn) is unknown, we estimate R(h)
by the test error

RSl(h) =
1

l

l∑
j=1

n∑
i=1

[yji ̸= hi(x
j)]

where S l = {(xi, yi1, . . . , yin) ∈ (X × Y) | i = 1, . . . , l} is a set of examples drawn from i.i.d.
random variables with the distribution p(x, y1, . . . , yn).

a) Assume that the sequence length is n = 10 and that we compute the test error from
l = 1000 examples. What is the minimal probability that R(h) will be in the interval
(RSl(h)− 1, RSl(h) + 1)?

b) What is the minimal number of the test examples l which we need to collect in order to
guarantee that R(h) is in the interval (RSl(h) − ϵ, RSl(h) + ϵ) with probability 1 − δ at
least? Write l as a function of ϵ, n and δ.

Assignment 2 (4p)

Assume we are given a training set of examples T m = {(xi, yi) ∈ (X ×{+1,−1}) | i = 1, . . . ,m}
which is known to be linearly separable with respect to a feature map ϕ : X → Rn. That is, we
can find parameters (w, b) ∈ Rn+1 of a linear classifier h(x;w, b) = sign(⟨ϕ(x), w⟩+ b) which has
zero training error. Assume that you cannot evaluate the feature map ϕ(x) because it is either
unknown or its evaluation is expensive. However, you know how to cheaply evaluate a kernel
function k : X × X → R such that k(x, x′) = ⟨ϕ(x), ϕ(x′)⟩, ∀x, x′ ∈ X .

Show how to find in this case parameters of the linear classifier by Perceptron algorithm and
how to evaluate the linear classifier.

Assignment 3 (4p)

Suppose you have learned a neural network classifier that predicts the posterior class probabilities
p(k | x) for an unknown distribution

p(x, k) = p(x | k)p(k) = p(k | x)p(x).

The network uses softmax activation in the last layer and has been learned on an i.i.d. training set
T m = {(xj , kj) | j = 1, . . . ,m}. You want to apply the classifier in some application domain with
“shifted” class priors p(k) → pa(k). The appearance probabilities p(x | k) remain unchanged.
Explain how to utilise the classifier for this domain without retraining it.
Remark: We assume that the shifted class priors pa(k) are known.
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Assignment 4 (6p)

We consider the following probabilistic model for real valued sequences x = (x1, x2, . . . , xn) of
length n. The elements of the leading part, up to some position k are independent and normally
distributed with mean µ1 and variance σ2

1. The trailing elements are independent and normally
distributed with mean µ2 and variance σ2

2. The boundary position k between the two parts is
itself random and follows a categorical distribution with probabilities p(k) = πk.

a) Explain how to estimate the model parameters µ1,2, σ1,2 and πk, k = 1, . . . , n from i.i.d.
training data T m = {(xj , kj) | j = 1, . . . ,m} by using the maximum likelihood estimator.

b) Assume now that the model parameters are known. Given a sequence we want to predict
the boundary position between the leading and trailing part. We want to use the quadratic
loss l(k, k′) = (k − k′)2. Show that the optimal prediction for the boundary is given by

k∗ =
n∑

k=0

kp(k | x).

Assignment 5 (3p)

A convolutional layer transforms an input volume Win ×Hin ×C into an output volume Wout ×
Hout×D where Win and Hin define spatial dimensions of the input and C is the number of input
channels. Similarly Wout and Hout denote spatial dimensions of the output and D the number
of filters. Consider stride S, zero padding P and filters having receptive field of F × F units.

(1) Give types and total number of parameters of the layer.

(2) Consider padding P preserving the size of the output in the W dimension, i.e., Win = Wout.
Give P as a function of F, S and Win.

Assignment 6 (5p)

Define a neural module (layer) joining a linear layer and an ELU (Exponential Linear Unit) layer.
Give the forward, backward and parameter messages. Consider n inputs, K units of the linear
layer and K units of the ELU layer each processing the output of the corresponding unit of the
preceding linear layer. Each ELU unit applies the non-linearity:

f(x) =

{
x, if x > 0

exp(x)− 1, if x ≤ 0.

• The forward message is defined as a function of layer outputs w.r.t. to its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to all
layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs w.r.t.
to all layer parameters.
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Part XI

2020_3

Assignment 1 (6p)

Assume you are going to learn a two-class classifier h : X → {+1,−1} from examples with the
goal to minimize the expected classification error. The classifier is selected from a hypothesis
space H based on the minimal training error defined as the number of misclassified examples.
Consider the following three cases of hypothesis space:

1. H1 = {h(x) = sign(x− θ) | θ ∈ R}.

2. H2 = {h(x) = sign(|x− µ1| − |x− µ2|) | µ1 ∈ R, µ2 ∈ R}.

3. H3 = {h(x) = sign(⟨w, x⟩+ b) | w ∈ Rd, b ∈ R}.

a) What is the Vapnik-Chervonenkis dimension of H1, H2 and H3?

b) Assume that in all three cases your algorithm can find a classifier with the minimal training
error. In which cases is the algorithm statistically consistent?

Assignment 2 (4p)

Given a training set of examples T m = {(xi, yi) ∈ (X ×{+1,−1}) | i = 1, . . . ,m} the SVM algo-
rithm finds parameters of a linear classifier h(x) = sign(⟨w, x⟩+ b) by solving an unconstrained
problem

(w∗, b∗) ∈ arg min
(w,b)∈Rd+1

F (w, b)

where F : Rd × R → R is a convex function of the parameters.

a) Define the objective function F (w, b) and describe all its components.

b) How is the objective function F (w, b) related to the number of training errors?

Assignment 3 (6p)

A non-negative random variable X ≥ 0 has exponential distribution p(x) = be−bx where b is an
unknown parameter.

a) Explain how to estimate this parameter from an i.i.d. training set T m = {xj ∈ R+ | j =
1, . . . ,m} by using the maximum likelihood estimator.

b) The random variable Y is a mixture

Y = λX1 + (1− λ)X2

of two exponentially distributed variables with unknown parameters b1, b2 and unknown
mixture weight 0 < λ < 1. Explain how to estimate all mixture parameters from an i.i.d.
training set T m = {yj ∈ R+ | j = 1, . . . ,m} by using the EM-algorithm.
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Assignment 4 (4p)

Consider a homogeneous Markov model for sequences s = (s1, . . . , sn) with elements from a finite
set K. Its joint distribution is given by

p(s) = p(s1)
n∏

i=2

p(si | si−1),

where p(s1 = k) is the marginal distribution for the first element of the sequence and p(si = k |
si−1 = k′) is the matrix of transition probabilities. Given a state k∗ ∈ K, we want to know its
expected number of occurrences in a sequence generated by the model. Give an algorithm for
computing this expectation.

Hint: Use the fact that the expected value of a sum of random variables is equal to the sum
of their expected values.

Assignment 5 (6p)

Consider the following simple neural network having n inputs:

ŷ(x,w) = σ

(
n∑

i=1

wixi

)
where σ is the logistic sigmoid function:

σ(s) =
1

1 + e−s
.

The network is trained using Stochastic Gradient Descent where the training set can be described
as T m = {(xi, yi) ∈ (Rn × {0, 1}) | i = 1, . . . ,m}. The loss function is the binary cross-entropy:

l(y, ŷ) = y log ŷ + (1− y) log(1− ŷ).

(1) Use the back-propagation algorithm and derive the gradient for a single sample:

∇l(w) =

(
∂l

∂w1
,
∂l

∂w2
, . . . ,

∂l

∂wn

)
(2) Reuse the neuron activity computed during the forward pass and simplify the result.

Assignment 6 (4p)

Consider a regression problem with multiple training datasets T m = {(xi, yi) | i = 1, . . . ,m} of
size m generated by using

y = f(x) + ϵ.

where ϵ is noise with E(ϵ) = 0 and Var(ϵ) = σ2. Derive the bias-variance decomposition for the
1-nearest-neighbor regression. The response of the 1-NN regressor is defined as:

hm(x) = yn(x) = f(xn(x)) + ϵ,

where n(x) gives the index of the nearest neighbor of x in T m. For simplicity assume that all
xi are the same for all training datasets T m in consideration, hence, the randomness arises from
the noise ϵ, only.

Give the squared bias:

Ex[(hm(x)− f(x))2] = Ex[(ET m [hm(x)]− f(x))2] + Varx,T m(hm(x)).

and variance Varx,T m(hm(x)).
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Part XII

2019_2

Assignment 1. (4p)

Consider a linear classifier h : X → Y assigning inputs x ∈ X into two classes y ∈ {−1,+1}
based on the rule

h(x;w, b) =

{
+1 if ⟨ϕ(x), w⟩+ b ≥ 0

−1 if ⟨ϕ(x), w⟩+ b < 0
(8)

where ϕ : X → Rn is a feature map and (w, b) ∈ Rn+1 are parameters.
Assume that you cannot evaluate the feature map explicitly, however, you can evaluate a

kernel function k(x, x′) = ⟨ϕ(x), ϕ(x′)⟩.
Let T m = {(xj , yj) ∈ (X × Y) | j = 1, . . . ,m} be a set of training examples. Describe a

variant of the Perceptron algorithm which finds the parameters (w, b) ∈ Rn+1 so that the classifier
(1) predicts all examples from T m correctly provided such parameters exist. The algorithm has
to access the inputs x ∈ X only via the kernel function.

Assignment 2. (5p)

Let X be a set of input observations and Y = An a set of sequences of length n defined over a
finite alphabet A. Let h : X → Y be a prediction rule that for each x ∈ X returns a sequence
h(x) = (h1(x), . . . , hn(x)).

Assume that we want to measure the prediction accuracy of h(x) by the expected Hamming
distance:

R(h) = E(x,y1,...,yn)∼p

(
n∑

i=1

[hi(x) ̸= yi]

)
where p(x, y1, . . . , yn) is a p.d.f. defined over X × Y. As the distribution p(x, y1, . . . , yn) is
unknown we estimate R(h) by the test error:

RSl(h) =
1

l

l∑
j=1

n∑
i=1

[yji ̸= hi(x
j)]

where S l = {(xj , yj1, . . . , y
j
n) ∈ (X × Y) | j = 1, . . . , l} is a set of examples drawn from i.i.d.

random variables with the distribution p(x, y1, . . . , yn).

a) Assume that the sequence length is n = 10 and that we compute the test error from
l = 1000 examples. Use the Hoeffding inequality to compute the minimal probability that
R(h) will be in the interval (RSl(h)− 1, RSl(h) + 1).

b) What is the minimal number of the test examples l which we need to collect in order to
guarantee that R(h) is in the interval (RSl(h) − ϵ, RSl(h) + ϵ) with probability at least
1− δ? Write l as a function of ϵ and δ.

Assignment 3. (6p)

A real valued random variable has a Laplace distribution with location parameter µ if its prob-
ability density function is

pµ(x) =
1

2
exp(−|x− µ|).
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a) Sketch the graph of this pdf. Show that given i.i.d. samples x1, x2, . . . , xm the maximum
likelihood estimate of µ is the sample median.

b) The probability density of the real valued random variable Y is a mixture of Laplace
distributions

p(y) =
K∑
k=1

πkpµk
(y).

Explain how to estimate their parameters µk and mixture weights πk given an i.i.d. sample
y1, y2, . . . , ym by using the EM algorithm.

• Give a formula for the auxiliary variables αi(k) in the E-step.

• Show that the optimization task in the M-step decomposes into independent tasks for
each µk and for the πk’s. Give a formula for the optimal re-estimated πk’s.

Assignment 4. (3p)

Let us consider a standard Markov chain model for sequences s = (s1, . . . , sn) of length n with
states si ∈ K given by:

p(s) = p(s1)
n∏

i=2

p(si | si−1).

The conditional probabilities p(si | si−1) and the marginal probability p(s1) for the first element
are known.

We want to find the most probable sequence s without consecutive repetitions, i.e., si ̸= si−1

for all i = 2, . . . , n.
Describe an efficient algorithm for solving this task. What complexity has it?

Assignment 5. (4p)

Define a neural module (layer) joining a linear layer and a Softplus layer which is a smooth
approximation of the ReLU layer. Give the forward, backward and parameter messages.

Consider n inputs, K units of the linear layer and K units of the Softplus layer each processing
the output of the corresponding unit of the preceding linear layer. Each Softplus unit applies
the non-linearity:

f(x) = ln(1 + ex)

• The forward message is defined as a function of layer outputs w.r.t. to its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to
all layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs
w.r.t. to all layer parameters.

Assignment 6. (3p)

A convolutional layer transforms an input volume Win ×Hin ×C into an output volume Wout ×
Hout × D, where Win and Hin define spatial dimensions of the input and C is the number of
input channels. Similarly Wout and Hout denote spatial dimensions of the output and D the
number of filters.

Consider stride S, zero padding P and filters having receptive field of F × F units.
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1. Give types and total number of parameters of the layer.

2. Consider padding P preserving the size of the output in the W dimension, i.e., Win = Wout.
Give P as a function of F, S and Win.
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Part XIII

2019_1?

Assignment 1. (3p)

Consider a linear classifier h : X → Y assigning inputs x ∈ X into two classes Y = {−1,+1}
based on the rule

h(x;w, b) =

{
+1 if ⟨ϕ(x), w⟩+ b ≥ 0

−1 if ⟨ϕ(x), w⟩+ b < 0,
(9)

where ϕ : X → Rn is a feature map and (w, b) ∈ Rn+1 are parameters.
Let T m = {(xj , yj) ∈ (X × Y) | j = 1, . . . ,m} be a set of training examples. Describe

a variant of the Perceptron algorithm which finds the parameters (w, b) ∈ Rn+1 so that the
classifier (1) predicts all examples from T m correctly provided such parameters exist.

Assignment 2. (5p)

We are given a set H = {hi : X → {0, . . . , 100} | i = 1, . . . , 100} containing 100 Convolution
Neural Networks, each being trained to predict a biological age y ∈ Y = {0, . . . , 100} from a
facial image x ∈ X . The goal is to select a CNN with the minimal expected absolute deviation
between the predicted and the true age

R(h) = E(x,y)∼p(|y − h(x)|),

where the expectation is w.r.t. an unknown distribution p(x, y) generating the images. Because
p(x, y) is unknown, we approximate R(h) by the empirical risk

RT m(h) =
1

m

m∑
j=1

|yj − h(xj)|,

computed from a set T m = {(xj , yj) ∈ (X × Y) | j = 1, . . . ,m} containing m examples i.i.d.
drawn from p(x, y).

a) Define a method based on the Empirical Risk Minimization which uses T m to select the
best CNN out of the given options H.

b) What is the minimal number of the training examples m we need to collect in order to
have a guarantee that R(h) is in the interval (RT m(h) − 1, RT m(h) + 1) for every h ∈ H
with probability at least 95%?

Assignment 3. (5p)

Consider the following probabilistic model for real valued sequences x = (x1, . . . , xn), xi ∈ R of
fixed length n. Each sequence is a combination of a leading part i ≤ k and a trailing part i > k.
The boundary k = 0, . . . , n is random with some categorical distribution π ∈ Rn+1

+ ,
∑

k πk = 1.
The values xi in the leading and trailing part are statistically independent and distributed with
some probability density function p1(x) and p2(x) respectively. Altogether the distribution for
pairs (x, k) reads

p(x, k) = πk

k∏
i=1

p1(xi)
n∏

j=k+1

p2(xj). (10)

The densities p1 and p2 are known. Given an i.i.d. sample of sequences T m = {xl ∈ Rn | l =
1, . . . ,m}, the task is to estimate the unknown boundary distribution by the EM-algorithm.
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a) The E-step of the algorithm requires to compute the values of auxiliary variables α(t)
l (k) =

p(k | xl) for each example xl given the current estimate π(t) of the boundary distribution.
Give a formula for computing these values from model (2).

b) The M-step requires to solve the optimization problem

1

m

m∑
l=1

n∑
k=0

α
(t)
l (k) log p(xl, k) → max

π
.

Substitute the model (2) and solve the optimization task.

Assignment 4. (3p)

Let us consider the following standard Markov chain model for sequences s = (s1, . . . , sn) of
length n with states si ∈ K given by:

p(s) = p(s1)
n∏

i=2

p(si | si−1).

The conditional probabilities p(si | si−1) and the marginal probability p(s1) for the first element
are assumed to be known.

Describe an efficient algorithm for computing the marginal probabilities p(si) for all i =
2, . . . , n. What complexity has it?

Assignment 5. (4p)

Consider the squared logarithmic loss:

l(y, h(x)) = (log(1 + y)− log(1 + h(x)))2

where y is the target and h(x) the output of the regression for input x. Give the pseudo code
for the corresponding Gradient Boosting Machine using this loss and discuss differences to the
squared loss GBM.

Assignment 6. (5p)

Define a neural module (layer) joining a linear layer and a PReLU (Parametric Rectified Linear
Unit) layer. Give the forward, backward and parameter messages. Consider n inputs, K units of
the linear layer and K units of the PReLU layer each processing the output of the corresponding
unit of the preceding linear layer. Each PReLU unit applies the non-linearity f(s) = max(s, as),
where a ∈ R is a trainable parameter.

• The forward message is defined as a function of layer outputs w.r.t. to its inputs.

• The backward message is defined as the set of derivatives of all layer outputs w.r.t. to
all layer inputs.

• Finally, the parameter message is defined as the set of derivatives of all layer outputs
w.r.t. to all layer parameters.
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Part XIV

2018
PS: Extracted from old wiki, there might be problems here in this test i am not sure

Assignment 1. (6p) We are given a set H = {hi : X → {0, . . . , 9} | i = 1, . . . , 10}
containing 10 different Convolutional Neural Networks each being trained to predict a digit
y ∈ Y = {0, . . . , 9} from a grey-scale image x ∈ X = {0, . . . , 255}32×32. The goal is to select a
CNN which has the minimal probability of misclassification

R(h) = E(x,y)∼p[I[y ̸= h(x)]]

where the expectation is computed w.r.t. an unknown distribution p(x, y) generating the images
and their digit labels. The empirical misclassification error

RT m(h) =
1

m

m∑
j=1

I[yj ̸= h(xj)]

is computed from a set T m = {(xj , yj) ∈ (X × Y) | j = 1, . . . ,m} containing m examples of
image/digit-label pairs i.i.d. drawn from p(x, y).

a) Define a method based on the Empirical Risk Minimization which uses T m to select the
best CNN out of the given options H.

b) What is the minimal number of the training examples m we need to collect in order to have
a guarantee that R(h) is in the interval [RT m(h) − 0.01, RT m(h) + 0.01] for every h ∈ H
with probability at least 95%?

Assignment 2. (6p) Let s : X × X → R be a function defined as

s(x, x′) = (ϕ(x)− ϕ(x′))⊤W(ϕ(x)− ϕ(x′))

which measures a dissimilarity between two images, where ϕ : X → Rn is a map extracting n
features from image x ∈ X , and W ∈ Rn×n is a matrix. Consider a classifier h : X × X →
{−1,+1} assigning a pair of images (x, x′) ∈ X × X into the positive class if their dissimilarity
s(x, x′) is not higher than a threshold b ∈ R and to the negative class otherwise, i.e.

h(x, x′;W, b) =

{
+1 if s(x, x′) ≤ b,

−1 if s(x, x′) > b.
(11)

where W ∈ Rn×n and b ∈ R are parameters of the classifier.

a) Show that (1) is an instance of a linear classifier.

b) Let T m = {((xjA, x
j
B), y

j) ∈ (X × X ) × {+1,−1} | j = 1, . . . ,m} be a set of training
examples, each composed of a pair of images (xA, xB) and their label y. Describe a variant
of the Perceptron algorithm which finds the parameters W ∈ Rn×n and b ∈ R such that
the classifier (1) predicts all examples from T m correctly provided such parameters exist.
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Assignment 3. (7p) Consider a logistic regression, i.e. a probabilistic model

pw(y | x) = eyw
⊤x

1 + ew⊤x

where x ∈ Rn is a feature vector and y ∈ {0, 1} a class.

a) Given i.i.d. training data T = {(xj , yj) | j = 1, 2, . . . ,m}, we want to estimate the model
parameter vector w by MLE, i.e.

w∗ = argmax
w

1

m

m∑
j=1

log pw(y
j | xj)

Derive an expression for the gradient ∇L(w) of the objective function. Prove that L(w) is
concave.

b) Suppose now that the model is a mixture of two logistic regressors

p(y | x) = β
eyw

⊤x

1 + ew⊤x
+ (1− β)

eyv
⊤x

1 + ev⊤x

where 0 < β < 1. Explain how to learn its parameters (β,w, v) by using the EM-algorithm,
given the training data T .

Assignment 4. (4p) Consider the Max Pooling layer which reduces the dimensionality of
a two dimensional input. The forward message of max pooling is

fkl(x) = max
(i,j)∈D(k,l)

xij , (12)

where (i, j) denotes the coordinates of the input, (k, l) coordinates of the output and D(k, l) is
a set of input coordinates covered by a receptive field of the output (k, l) as shown in Figure 1.

Figure 3: Max pooling layer with filter size F = 2 and stride S = 2.

Give the backward message ∂L
∂xij

of the layer.

Assignment 5. (4p) Consider the absolute difference loss ℓ(y, h(x)) = |y − h(x)|. Give
the pseudo-code for a Gradient Boosting Machine using this loss and discuss differences to the
squared loss GBM.
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Part XV

2016

Assignment 1. (6p)

We are given a set H = {hi : X → {1, . . . , 100} | i = 1, . . . , 1000} containing 1000 strategies each
predicting the human age y ∈ {1, . . . , 100} from a facial image x ∈ X . The quality of a single
strategy is measured by the expected absolute deviation between the predicted age and the true
age

RMAE(h) = E(x,y)∼p(|y − h(x)|),

where the expectation is computed w.r.t. an unknown distribution p(x, y). The empirical esti-
mate of RMAE(h) reads

RT m(h) =
1

m

m∑
j=1

|yj − h(xj)|

where T m = {(xj , yj) ∈ (X × Y) | j = 1, . . . ,m} is a set of examples drawn from i.i.d. random
variables with the distribution p(x, y).

What is the minimal number of the training examples m which guarantees that RMAE(h) is
in the interval [RT m(h)− 1, RT m(h) + 1] for every h ∈ H with probability at least 95%?

Assignment 2. (5p)

A generic linear classifier h : X → Y reads

h(x;w) = argmaxy∈Y⟨w, ϕ(x, y)⟩ (13)

where w ∈ Rn are parameters and ϕ : X × Y → Rn is a joint feature map. Given a training set
T m = {(xi, yi) ∈ X × Y | i = 1, . . . ,m} the SO-SVM algorithm learns the parameters of the
classifier (1) by solving a convex problem

w∗ = argminw∈Rn

(
λ

2
∥w∥2 + F (w)

)
(14)

where λ > 0 is a regularization constant, the empirical risk proxy F (w) is defined by

F (w) =
1

m

m∑
i=1

max

{
0, max

y∈Y\{yi}
(l(yi, y) + ⟨w, ϕ(xi, y)⟩ − ⟨w, ϕ(xi, yi)⟩)

}
and l : Y × Y → R+ is a target loss function.

Assume we want to use the SO-SVM for learning a classifier predicting age from a face. In
particular, let x ∈ X = Rn be a feature descriptor of an input facial image, Y = {1, . . . , 100} be
a set of age categories and l(y, y′) = |y − y′| a loss penalizing the predictions. The age is to be
predicted by a linear classifier

h′(x; v, b1, . . . , bY ) = argmaxy∈Y(y⟨x, v⟩+ by) (15)

where v ∈ Rn and by ∈ R, y ∈ Y, are unknown parameters.

a) Define the joint feature map ϕ(x, y) so that the classifier (3) becomes an instance of the
generic classifier (1).
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b) Reformulate the problem (2) for learning the parameters (v ∈ Rn, by ∈ R, y ∈ Y) of the
age classifier (3) as a convex quadratic program.
Hint: Replace the non-linear terms in (2) by slack variables.

c) What is the number of variables and the number of linear constraints of the quadratic
program?

Assignment 3. (8p)

The probability density of the real valued random variable X > 0 is a mixture of two exponential
distributions

p(x) = cλ1e
−λ1x + (1− c)λ2e

−λ2x

where c and (1 − c) are the mixture weights of the two components. Given an i.i.d. training
set Tm = {xi ∈ R+ | i = 1, 2, . . . ,m} the task is to estimate the parameters c, λ1, λ2 by the
maximum likelihood estimator. Derive an EM-algorithm for this task.

a) Formulate the algorithm. Solve the E-step and give a formula for the auxiliary variables
α(xi) describing the posterior probability for xi to belong to first component of the distri-
bution. (The probability to belong to second component is given by 1− α(xi).)

b) Show that the optimisation w.r.t. the unknown parameters c, λ1, λ2 in the M-step decom-
poses into independent tasks.

c) Derive a solution for each of them. Are these tasks concave?

Assignment 4. (4p)

Define a module (layer) joining a linear layer and a squared error layer. Give the forward,
backward and parameter messages.

Assignment 5. (2p)

Give a formal definition of a greedy policy π(a|s) by means of the corresponding state-value
function vπ(s).
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