1 Computational Geometry — Introduction
1.1 What is Computational Geometry? [slide 3-7]

Computational Geometry (CG) studies efficient and exact algorithms for geometric objects such
as points, lines, segments, polygons, and polyhedra.
The main goal is to design algorithms that are:

e asymptotically fast,

e exact or provably correct,

e robust in the presence of numerical errors.
Key difficulties

e Degeneracies: collinear points, equal coordinates.

e Robustness: floating-point precision, inconsistent comparisons.
Modern CG prioritizes robust implementations that return reasonable results instead of failing,
even if exactness must be approximated.

1.2 Why study computational geometry? [slide 8]

CG can be viewed as “Algorithms and data structures in n-dimensional space.”
It provides:

e reusable algorithmic tools,

e geometric problem-solving techniques,

e alternative algorithmic paradigms.
This course follows a practical approach:

e algorithm design,

e complexity analysis,

e implementation using geometric libraries.

1.3 Typical application domains [slide 10-12]

Computer graphics and robotics.
e collision detection,
e object selection and visibility,
e motion and task planning.
GIS and CAD/CAM.
e spatial searching and indexing,
e geometric intersections and unions,
e manufacturability and simulation.
Other domains.
e molecular modeling,
e database indexing,
e integrated circuit design.

1.4 Typical tasks in computational geometry [slide 13-18]

Geometric searching.

e nearest neighbor queries,

e range searching.
Convex hull. The convex hull CH(V) is the smallest convex set containing all points in V.
Voronoi diagrams. Partition space into regions of nearest generators.
Triangulations and tetrahedralizations.

e planar triangulations,

e 3D tetrahedral meshes.
Intersection and motion planning.

e detection of object intersections,

e shortest path planning in obstacle environments.



1.5 Complexity of algorithms and data structures [slide 19-21]

Algorithm comparison uses asymptotic complexity measures independent of hardware.
Typical measures: running time, preprocessing time, memory usage: functions O(g(n)),2(g(n)), ©(g(n))
Distinguish between:
e complexity of a specific algorithm,
e inherent complexity of a problem.
Worst vs. expected behavior.
e worst case: guarantees,
e expected case: average under assumed input distribution.
Example: QuickSort has O(n?) worst case but O(nlogn) expected time.
Amortized analysis.
e averages cost over sequences of operations,
e guarantees bounds independent of input distribution.
Used in algorithms such as Graham scan.

1.6 Programming paradigms in CG [slide 22-31]

Algorithm development phases.
1. ignore degeneracies,
2. integrate degeneracies,
3. implement robustly using libraries.
Sorting.
e coordinate-based z,y, (projection),
e lexicographic [z, y],
e angular.
Usually O(nlogn) time.
Divide and conquer.
e split input,
e solve independently,
e merge results.
Sweep-line algorithm.
e process events in sorted order (“Left” subspace — solved; “Right” subspace — to-do),
e maintain a dynamic status structure,
e test only neighboring objects for interaction.
Prune and search. Discard regions that cannot contain the solution.
Locus approach. Partition space into regions with identical answers; use point location.
Dualisation. Use geometry transform to change the problem into another that can be solved more
easily (points ¥ hyper planes).
Combinatorial analysis. Derives bounds on configuration complexity.

1.7 Robustness issues [slide 36-41]
Exact geometry conflicts with floating-point arithmetic.
Problems.

e rounding errors,

e inconsistent comparisons,

e violated invariants.

1.8 Floating-point arithmetic [slide 32—42]

Floating-point arithmetic is only an approximation of real arithmetic. Errors arise from:
e Limited precision of storage: mantissa has finite length ) quantization.
e Limited precision of computations:
— Addition/subtraction: operands are aligned to a common exponent ) smaller number is
shifted right.
— Multiplication: result is rounded back to the mantissa size.
Lower bits are discarded, producing rounding errors.



IEEE-754 representation
Numbers are stored in normalized form with an implicit leading 1 in the mantissa.

g(exponentyo  biasio) - phiag — exponent,ay 1

210 =( 1) (1. mantissa);

o float (single precision): 8-bit exponent, 24-bit mantissa (23 bits stored), 4 bytes total.

e double (double precision): 11-bit exponent, 53-bit mantissa (52 bits stored), 8 bytes total.
Bits beyond the mantissa capacity are lost.
Normal vs. subnormal numbers

e Normal numbers: mantissa starts with 1, uniform relative precision.

e Subnormal numbers: mantissa starts with 0, allow values close to zero but with reduced

precision.

Each increment of the exponent doubles the spacing between representable numbers.
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e Many decimal numbers cannot be represented exactly, e.g.
0.6 & 0.6 g5t = 0.6000000238418579. ..
e Very small values may become subnormal, e.g.
1.40129846 10 .
e Powers of two (e.g. 1,0.5,2,4) are represented exactly within exponent limits.
Special floating-point values

+0 0j00000000j00000000000000000000000
0 1j00000000j00000000000000000000000
subnormal 1j00000000j00000000000000000000001,  Any bit 1 in mantissa
+1 0j11111111j00000000000000000000000
1 1j11111111j00000000000000000000000
NaN ?j11111111j00000000000000000000001, Any bit 1 in mantissa

Loss of precision in addition and subtraction Before addition or subtraction, mantissas must be
aligned to the same exponent.
e The smaller operand is shifted right.
e Each shift discards one least significant bit (LSB).
Example:
e Compute 12 (p 0.5) :
— Mantissa of p is shifted right by 4 bits.
— 4 LSBs are lost.
— Result becomes 11.5 instead of 11.499999. ..
e Larger exponent differences cause more lost bits (e.g. 24  p loses 5 bits).

1.9 Orientation predicate [slide 43-51]
The orientation of three points p, ¢, r 2 R? is defined as the sign of a determinant:

1 px Dy
orientation(p,q,r) =sign 1 gx ¢y
I rx 1y



Equivalent algebraic form:

orientation(p, ¢,7)3 3 = sign((pxqy + gxry + 7xpy)  (PxTy + axpy + Txdy))
orientation(p,q,7)2 2 =sign((px m=)(ay ry) (py ry)lax 7x))

Geometric meaning;:

e = () : points are collinear

e > 0: left turn (counter-clockwise)

e < 0 : right turn (clockwise)
This corresponds to the sign of the z-component of the cross product

u v, u=p r,v=q T.

Floating-point evaluation
In practice, the predicate is evaluated using floating-point arithmetic, due to rounding;:

e Inputs are quantized before computation

e Subtractions may lose significant bits

e Multiplications amplify errors

As a result, the predicate may return a non-zero value even when points are theoretically collinear.
Numerical experiment

Typical setup: r = (24,24), ¢ = (12,12), p = (0.5 + x, 0.5 + dy), where ox,dy =k 2 53

Error amplification due to subtraction

When subtracting numbers of different magnitudes: o s 1 24 52 40 45 56 64 72 50
e Smaller number is shifted right 'WIW]UVIWIW‘VV\\V/‘
e Least significant bits are lost 0 6 32 48 64 80 9

Consequences: N/ ‘ A/ ‘ N7 ‘ \~/
e 4-bit shift ) 2% = 16 values collapse to one © 8 16 24 52 40 45 56 64 72 50 88
e 5-bit shift ) 2° = 32 values collapse to one s = == =% +—
e Error regions form combined intervals

Pivot selection in the determinant

By rotating p, g, r order, the orientation does not change, we call the last point pivot s:

Example: px = 0.5, gx = 12, rqx = 24
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pivot p - worst pivot q - best pivot r
Practical conclusion: Using the “middle” point as pivot improves accuracy.

1.10 CGAL — Computational Geometry Algorithms Library [slide 56-67]
CGAL provides robust implementations of geometric algorithms.
Key ideas.

e exact and filtered kernels,

e separation of predicates and constructions,

e interchangeable precision via type definitions.



2 Geometric Searching | Point Location in 2D

2.1 Geometric searching problems [slide 2]

Point location (static)
~ Search space S: a planar subdivision
" Query: point Q
" Answer: region containing Q
Typical example: nding the state or region pointed to by a mouse cursor.
Orthogonal range searching:
" Search space S: a set of points
" Query: axis-parallel box
~ Answer: subset of points inside the box
(Both problems are studied in DPG.)

2.2 Point location in polygon [slide 3{8]

Ray crossing method [slide 4]

Ray crossing determines whether a point lies inside a polygon.
" Cast a ray (e.g. in the +x direction) from the query point
~ Count intersections with polygon edges
" Odd number of intersections ) inside
" Even number of intersections ) outside

Singular cases must be handled carefully:

" Horizontal edges are ignored
" Non-horizontal edges are treated as half-open
Time complexity: O(n).

Winding number [slide 5]
The winding number counts how many times the
polygon winds around the query point.

h Su'g‘n oriented angles 'i =\(p i;q;p+1)

~f P "i =k 2, the point is inside

i 'i =0, the point is outside
This method is robust but approximately 20 times
slower than ray crossing.

Convex polygon test [slide 6{7]
For a convex polygon: A point Iie(s inside if it is consistently on the same side of all edges.

>0 9 point to the Left of edge (for CCW polygon)

<0 9 point to the Right of edge (for CW polygon)
Orientation is computed using the signed area of a triangle:

orientation(pi; Pi+1 ; Pi+2 )

Px

1
T:QJP a p=q p;g=rp 2T =p xQy P yOx = O
r

<23
N

X
Orientation is computed as sign(2T) =sign((a« p x)y Py) (@ y p y)rx p x)) for pivot p
© 2T > 0: point lies to the left of the edge (CCW)
~ 2T < 0: point lies to the right of the edge (CW)

Binary search in angles [slide 8]

Works for convex and star-shaped polygons.
1. Choose a point c inside the polygon/in the polygon core
2. ¢ form wedges between consecutive edges, create BST
3. Binary search to nd the wedge with the query point g
4. Final orientation test decides in/out (left+CCW ) in)



2.3 Planar subdivision and planar graphs [slide 9{11]
A graph G = (U; H) is planar if it can be embedded in the plane without edge crossings.
Planar embedding of planar graph G = (V; E)
" Vertices (2 V) map to points in plane
" Edges (2 E) map to curves (or straight segments)
between mapped end-points,

so that no edges intersect except at the vertices
Every planar graph admits a straight-line embedding (Fary, 1948).

Planar subdivision
A planar subdivision (PSLG) is:

" a partition of the plane induced by straight-line planar embedding of planar graph
De nitions:

" Vertex: embedded graph node
" Edge: embedded arc (open segment)
" Face: maximal connected open region
Complexity of a subdivision: )
Euler's formula: jVj JEj+jFj 2

o o - O(n) data structure
jVi=n; jEj 3(n 2); jFj 2(n 2)

2.4 DCEL | Double Connected Edge List [slide 12{16]
DCEL is a data structure for representing planar subdivisions.
Vertex record v:

" Coordinates(v)

" pointer to one IncidentEdge(v)
Face record f:

~ OuterComponent(f) pointer (boundary)

" list of holes InnerComponent(f)
Half-edge record e:

" Origin(e), Twin(e)

" Next(e), Prev(e)

"~ IncidentFace(e)

DCEL simpli cations
Possible simpli cations:
~ omit vertex records if unused
" omit face records if unnecessary
" enforce connected subdivision by adding dummy edges

2.5 Point location in planar subdivision [slide 18]
Using special search structures, point location can achieve:
" O(n) preprocessing
" O(n) memory
" O(log n) query time



Simpler (but less optimal) methods:
1. Slabs: O(log n) query, O(r?) memory
2. Monotone chain tree: O(lod n) query, O(n?) memory
3. trapezoidal map: O(log n) query (expected), O(n) memory (expected)

2.6 Slab method [slide 19{21]

Basic idea: The slab method partitions the plane into vertical (or horizontal) regions called slabs
by drawing lines through all subdivision vertices. Point location is then reduced to searching within
the appropriate slab.

" Use vertical slabs (de ned by x-coordinates of vertices)

"~ Alternatively, horizontal slabs can be used symmetrically

" Assumption: no two vertices have the same x-coordinate
(degeneracies handled later)

Construction
1. Draw vertical lines through every vertex of the planar subdivision.
2. This patrtitions the plane into slabs between consecutive x-coordinates.
3. For each slab, store all edges that intersect the slab.
4. Inside each slab, edges are ordered from bottom to top.
" Ty: array of slab boundaries (sorted y- or x-coordinates of vertices)
" Ty: for each slab, an array of edges intersecting that slab
Query algorithm: Given a query point g = (X;y):
1. Find the slab containing x: binary search in array T y ) O(logn)
2. Locate the region inside the slab by nding the edge directly above or below y
binary search among slab edges in4I) O(log n)
3. The region between these two edges contains g.
" Time complexity: O(logn) = O(log n) (slab search) + O(log n) (inside slab)
~ Memory usage: O(n 2) (O(n) slabs each slab may store up to O(n) edges)

2.7 Monotone chain tree [slide 22{23]

The monotone chain tree method performs point location by decomposing a planar subdivision
into monotone chains that act as separators. Each chain splits the plane into two parts, enabling
binary search.
Separator chain:

" Is monotone (can be projected onto a line).

" Splits the plane into two regions.

" Allows binary decision:

point is LEFT or RIGHT to the chain.

Preprocessing

"~ Construct monotone planar subdivision.

" Choose separator chains (e.g. horizontal chains).

" Build a chain tree where:

{ Internal nodes store separator chains.
{ Leaves correspond to faces of the subdivision.

Algorithm Given a query point x:

1. Start at the root (middle chain).

2. Project x onto the chain and nd the relevant

segment using binary search along the chain.

3. Test orientation of x: LEFT or RIGHT.

4. Follow the LEFT or RIGHT child accordingly.

5. Repeat until a leaf is reached.
Complexity

~ Query time: O(log 2n) = O(log n) chain levels O(log n) search along a chain

" Memory: O(n ?)



2.8 Trapezoidal map (TM) search [slide 24{44]

" The trapezoidal map (TM) is the simplest and most practical known
optimal algorithm for point location in a planar subdivision.

" Randomized incremental algorithm with expected O(n) memory and
O(logn) query time.

" Expectation depends only on random insertion order of segments during
construction, not on the position of the segments.

TM re nes the original subdivision into simple regions (trapezoids), making point location e cient.

Input assumptions (general position)
Input is a set of individual line segments

with the following assumptions:
~ Segments intersect only at endpoints
" No vertical segments

" No two endpoints share the same x-coordinate
De nition of trapezoidal map

~ Add a bounding rectangle R
" From every segment endpoint, shoot vertical rays (\bullets") upward and downward
" Rays stop at:

{ another segment, or

{ the boundary of R

Faces of the map are trapezoids (or triangles):
~ One or two vertical sides
" Exactly two non-vertical sides
For n segments:
" At most 6n + 4 vertices
~ At most 3n + 1 trapezoids

proof:

" each endpoint: 2 bullets ! 1 +2 = 3 points

" 2n endpoints 3+4 (BBOX) = 6n+4 vertices

" start point ! max 2 trapezoids

~ end point ! 1 trapezoid

" 3 (nsegments) +1 left /) max3n+1 ]
Thus, the size of the map is O(n).

Trapezoid representation Each trapezoid  /is uniquely de ned by:
" Top segment top( /)
~ Bottom segment bottom( /)
"~ Left endpoint leftp( /)
” Right endpoint rightp( /)

Vertical sides are de ned implicitly by endpoints.
"~ leftp( /) = the end point de ning the left edge of /]
" rightp( /) = the end point de ning the right edge of /]

leftp(/) is
" the left endpoint of top() or bottom() (or both)
" the right point of a third segment
" the lower left corner of the bounding rectangle R

Left vertical side is de ned by the segment end-point p =leftp(/7)
(&) common left point p itself
(b) by the lower vert. extension of left point p ending at bottom( /)
(c) by the upper vert. extension of left point p ending at top( /)
(d) by both vert. extensions of the right point p
(e) the left edge of the bounding rectangle R (leftmost /7 only)



Adjacency relations Two trapezoids /Jand/J are adjacent
if they share a vertical edge:
/1 Upper-left neighbor of /7 (shared top(/ ) edge)
[ Lower-left neighbor of of /7 (shared bottom(/7J) edge)
[ Right neighbor of /] (shared top(/=) or bottom( /)
edge)
Each trapezoid has at most four neighbors.

Data structure
The trapezoidal map structure T(S) stores:
" Records for all line segments and endpoints
"~ For each trapezoid /12 T(S):
{ De nition of /7
* Pointers to top( /] ); bottom( /1)
* Pointers to leftp( /7); rightp( /)
{ Pointers to its max 4 neighboring trapezoids (L and R)
{ Pointer to a leaf A in the search structure D

Geometry is not stored explicitly and is computed in O(1) when needed.

Randomized incremental construction

1. Create bounding rectangle p = /J;:::0(n)

2. Randomly permute segments in S

3. Fori=1ton: add segment S; to TM T
(a) Locate left endpoint of Sj in T;; ) start /]
(b) Find all trapezoids intersected by S
(c) Shoot 4 bullets from endpoints of § ) create new /]
(d) Trim intersected vertical bullet paths

Point location structure D
Along with the map, a search structure D is built:
" A rooted directed acyclic graph (DAG)
" Leaves correspond to trapezoids, each appears exactly once
" Internal nodes: 2 outgoing edges, guide the search
{ x-node: compare query x with an endpoint x o, detects vertical slab
left child lies left of vertical line x =x ¢
right child lies right of vertical line x =x ¢
{ y-node: pointer to the line segment of the subdivision, test whether query point lies above
(left) or below (right) a segment
Searching D leads to the trapezoid containing the query point.



Construction { addition of a segment

a) Single (left or right) endpoint - 3 new /]
Trapezoid A replaced by
" * x-node for point p
" add left leaf for X /]
" add right subtree
" * y-node for segment s
" add left leaf for Y /] above
" add right leaf Z /] below

Segment insertion example

b) Two segment endpoints { 4 new trapezoids
Trapezoid A replaced by
" * x-node for point p
" * x-node for point q
" * y-node for segment s
" add leaves for U,X,Y,Z
c) No segment endpoint { create 2 trapezoids
Trapezoid A replaced by
" * y-node for segment s
" add leaves for Y,Z

Complexity analysis

" Number of newly created /] for inserted segment O(1) (some added, some removed)
" Search structure size is max O(rf), but O(n) expected
" Search point O(log n) in average ) Expected construction O(n(1 +logn)) = O(nlogn)

Handling degeneracies

No distinct endpoints lie on common vertical line:

Rotate or shear the coordinates
xXP=x+"y;y 0=y
Trick

~ store original (x;y), not the sheared x©y°

~ we need to perform just 2 operations:

1. For two points p; q determine if transformed point q is to the left, to the right or on vertical line

through point p

" if X p =X g then compare y, and yq (on only fory, =yq)
") use the original coords (x;y) and lexicographic order
2. For segment given by two points decide if 3rd point g lies above, below, or on the segmentm®

" Mapping preserves this relation
") use the original coords (X;y)

2.9 Summary [slide 45]
" Slabs: O(n?) memory, O(log n) time

~ Monotone chain tree: O(n2) memory, O(log? n) time
" Trapezoidal map: expected O(n) memory, expected O(log n) time
The trapezoidal map o ers the best balance between simplicity and e ciency.



3 Geometric Searching | Range Searching
3.1 Orthogonal range searching [slide 3{5]

Given a set of points P, nd all points inside a query region Q.
" Search space: set of points P
In 2D, Q is an axis-parallel rectangle;
in 3D, Q is an axis-parallel box.
" Query: set of intervals Q axis-parallel rectangle (or box)
" Answer: points contained in Q
nDimensional search can be decomposed into set of 1D searches (sepa-
rable).
Typical application: database queries (salary, date of birth, etc.).

Other range searching variants
" Search space may consist of segments, rectangles, etc.
" Query region may be a disc, polygon, halfspace, etc.

3.2 Canonical subsets [slide 6{9]

The number of subsets that can be selected by orthogonal ranges Q.
" Power set of P: O(2") subsets

" Rectangular queries generate far fewer subsets
Q de ned by max 4 points along 4 sides ) O(n %) of O(2") power set, but:
" left border must be smaller than the right border
" not all sets can be formed by query Q) <O(n %)
e.g. sets f1;4g and f1; 2; 4g cannot be formed

Canonical subsets S :

" Subsets § may overlap
" Any set can be representeg as disjoigt union of canonical subsets S
" Elements of disjoint union ,, Sj= ., f(X;i)jx2 S ;g are ordered pairs (X; i)
A good data structure balances:
" total number of canonical subsets
" number of subsets needed per query
Example:
A =11;2;3g A[B =11;2;3;5¢g JA[Bj jAj+]Bj
B =f1;3;5¢ AtB =fl 4;1p; 2a; 3a; 3p: 509 JAtBj = JAj +]Bj

3.3 1D range searching [slide 10{17]

" Query: interval [X |o; Xhi]

a) Binary search in an ordered array:
Simple, but not generalize to any higher dimensions

b) Balanced binary search tree:
1D range tree, maintains canonical subsets, generalize
to higher dimensions
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Balanced binary search tree (with repeated keys):
" Leaves store sorted points
“ Inner node stores the largest key in its left subtree
" Each node corresponds to one canonical subset
) Total number of canonical subsets: O(n).

Example: interval h2; 23i

Canonical subsets for this subtree are:
19;f30;::::f319.;f1;309;f4; 7q;:::;f29; 31Q;

]‘f g;f3g {é g} [ g g{z g

4
Il; 3;4;7;9;12; 14; 15¢q; 1‘{127; 20;22:24;25:27;29; fig

}3J9

2
Il; 3:4:7:9;12:14; 15; J{Z 20:;22:24;25;27;29;
1

Tree search
Canonical subsets for any query found in O(log n)
" Search xo: Find leftmost leaf u with key(u) x o 2! érj
" Search x,i: Find leftmost leaf v with key(v) x pi: 23! ,
" Points between u and v lie within the range ) report
canon. subsets of maximal subtrees between u and v
~ Split node = node, where paths to u and v diverge

Reporting the subtrees (below the split node)
~ On the path to u whenever the path goes left, report
the canonical subset (CS) associated to right child
” On the path to v whenever the path goes right, report
the canonical subset associated to left child
" In the leaf u, if key(u) 2 [X o : Xni] then report CS of u
" In the leaf v, if key(v) 2 [X |o : Xpi] then report CS of v

Complexities:
" Path lengths O(logn) ) O(log n) canonical subsets (subtrees)
" Range counting queries O(log n) time
{ Return just the number of points in given range
{ Sum the total numbers of leaves stored in maximal subtree roots
" Range reporting queries O(logn + k) time
{ Return all k points in given range
{ Traverse the canonical subtrees
" O(n) storage, O(nlog n) preprocessing { sort P

Split node algorithm (O(log n))
FindSplitNode(T; [x : x 9)
" Input: Tree T and Query range [x : x9, x x ©
" QOutput: The node, where the paths to x and x° split
or the leaf, where both paths end

t=root(T)
while (t is not a leaf and (x° t:x or t:x < x)) // t out of the range
[x:x9
if (x° t:x) then t = t:left
else t = tiright
return t

12



1D range search algorithm

(2D on slide 22)

3.4 Multidimensional range searching [slide 18]

" Equal principle { nd the largest subtrees contained within the range
" Separate one n-dimensional search into n 1-dimensional searches
" Di erent tree organization

{ Orthogonal (Multilevel) range search tree e.g. nd range tree

{ Kd tree

3.5 Two-dimensional range tree [slide 19{25]
" From 1D to 2D range tree

{ Search points from [Q:X|o; Q:Xhi] [Q:Y 105 Q:Yhil
{ 1d range tree: logn canonical subsets based on x
{ Construct a y auxiliary tree for each such subset

y-auxiliary tree for each canonical subset

2D range tree

13



2D range search (1D on slide 17)

2D range tree
" Search 2 ...inXx,iny

" Space O(nlogn)
{ O(n) the tree for x-coords
{ O(nlogn) trees for y-coords
* Point p is stored in all canonical subsets
* along the path from root to the leaf with p
* once for each x-tree level along the path
* each canonical subset is stored in one auxiliary y-tree
* logn levels of x-tree ) O(nlog n) space for y-trees
" Construction O(nlogn)
{ Sort points (by x and by y). Bottom up construction

nD range tree (multilevel search tree)

3.6 Fractional cascading [slide 26{29]
Fractional cascading { principle
" Two sets S1; Sy stored in sorted arrays A, Az
" Sy, S 1 (Syis subset of §)
" Report objects in both arrays whose keys in [y : Y]
" Nawe approach { search twice independently
{ O(logn 1 +k;) { search in A; and report k; elements
{ O(logn, +k>) { search in A, and report ko elements
"~ Fractional cascading { adds pointers from A; to A»
{ O(logn 1 +kj) { search in A; and report k; elements
{ O(1+k ») {jump to A » and report k, elements
{ Saves the O(log np) search

14



Fractional cascading { principle for arrays

" Add pointers from A ; to A,

{ From element in array A ; with a key
yi point to the element in A, with the
smallest key larger or equal to y

" Example query with the range [20 : 65]

Fractional cascading in the 2D range tree

" How to save one log during last dim. search?
{ Store canonical subsets in arrays sorted by y
{ Pointers to subsets for both child nodes  and vg
{ O(1) search in lower levels ) in two dimensional search O(log? n) time ! O(log n)

Orthogonal range tree { summary

~ Orthogonal range queries in plane
{ Counting queries O(log? n) time or with fractional cascading O(log n) time
{ Reporting queries plus O(k) time, for k reported points
{ Space O(nlogn)
{ Construction O(nlog n)

" Orthogonal range queries in d-dimensions
{ Counting queries O(log® n) time, or with fractional cascading O(log®* n) time
{ Reporting queries plus O(k) time
{ Space O(nlog®! n)

{ Construction O(nlog 41

n) time

3.7 kd-tree [slide 31{40]

" Easy to implement
" Good for di erent searching problems (counting queries, nearest neighbor, ...

" Designed by Jon Bentley as d-dimensional tree (2-dimensional kd-tree was a k-tree, ...

" Not the asymptotically best for orthogonal range search () range tree is better)
" Types of queries

{ Reporting { points in range

{ Counting { number of points in range

Kd-tree principle
" Subdivide space according to di erent dimension (x-coord, then y-coord, ...)
” This subdivides space into rectangular cells ) hierarchical decomposition of space
" In node t store: cutDim, cutVal (cutting line)
" Each tree node represents a region
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" Which dimension to cut? (cutDim)
{ Cycle through dimensions (round robin)
* Save storage { cutDim is implicit depth in the tree
* May produce elongated cells (if uneven data distribution)
{ Greatest spread (the largest di erence of coordinates)
* Adaptive
* Called \Optimal kd-tree"
" Where to cut? (cutVal)
{ Median, or midpoint between upper and lower median ) O(n)
{ Presort coords of points in each dimension (x;y;:::) for O(1) median { resp. O(d) for all d
dimensions
" What about points on the cell boundary?
{ Boundary belongs to the left child
{ Left: p cutpim cutVal
{ Right: p cuipim > cutV al

Kd-tree construction in 2-dimensions

If median found in O(1) and array split in O(n) T (n) = 2T (n=2) + n ) O(nlogn) construction

Kd-tree test variants Test interval-interval
a) Compare rectangular query Q with rectangular cells C
" Rectangle C = [Xo; Xni; Yio; Yni] { computed on the y
" Test of kD node cell C against query Q (in one cutDim)
1. if cell C is disjoint with Q ! (C\Q =) ! stop
2. if cell C completely inside Q! (C Q) ! stop and report cell points
3. else cell C overlaps Q ! recurse on both children
“ Recursion stops on the largest subtree (in or out)

16



Kd-tree rangeCount (with rectangular cells)

Kd-tree test variants Test interval-interval
b) Compare Q with cutting lines
"~ Line = splitting value p in one of the dimensions
" Test of single position given by dimension against Q
1. Line p right from Q ) recurse on left child only (prune right child)
2. Line p intersects Q ) recurse on both children
3. Line p left from Q ) recurse on right child only (prune left ch.)
" Recursion stops in leaves { traverses the whole tree
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